Chapter 6

The Evaluation & Adoption of CDS

Previous chapters have shown that, technically, CDS systems are well within our reach. Given the urgent need that it can address, CDS technology should therefore be a high priority for deployment across the health service. But in practice, only a tiny minority of CDS systems have gone beyond the prototype stage1⁠⁠⁠.  This suggests that, although many of the technical challenges have been met, decision support has not yet developed to the point where it is reliably usable and effective in clinical contexts.  Embedding CDS in clinical processes requires, as we have argued, further developments in theory and the systems themselves so that they more closely mirror and support the distributed nature of clinical work itself. However, there are also a host of wider psychological, ergonomic, organisational and political factors that determine whether a technology that works in the laboratory will ultimately find a place in the clinic. We therefore have to understand and appreciate the range of criteria on which CDS systems will be judged and also develop an approach to evaluation that addresses these criteria. Our goal must be to develop a system that considers the wider impact and utility of the technology for the many groups who may encounter it and helps us to understand (or even predict) why it has been (or will be) successfully adopted.


In this chapter we first address the criteria and perspectives from which CDS systems are evaluated and which ultimately determine their success.  We then consider the evaluation process, reviewing its purpose, audience, temporal sequence, criteria and methods.  Finally, we briefly consider the factors that determine whether systems that have been successfully trialled and evaluated are actually adopted by the wider healthcare community.

CDS System Success Factors

CDS systems must of course function effectively on a technical level; their underlying architecture and processes must be robust, reliable and interpretable by users.  But they must also function in the workplace and, in the case of healthcare systems, convince patients, nurses, doctors, managers and purchasing authorities that their costs are merited by their benefits.  We have found it useful to delineate a number of different criteria, or success factors, which must be considered when designing and implementing a CDS system. This is by no means a complete list: Brender and colleagues (2006)1⁠ identified 110 success factors and 27 pitfalls which could be critical to the success of most HIT applications. CDS systems, in particular, appeared to emphasise the need to think broadly.  However the issues presented here do correspond closely to the major themes identified by Brender and others concerned with these issues: technical factors, behavioural issues, strategy, economy, user acceptance, and legal and ethical concerns and the broader political, cultural, and managerial context of CDS systems. 

The system must be accurate

Until the 1990's, the key argument that the CDS field had to make was that it was at all possible to computerise medical reasoning. As such, measures of CDS system quality were overwhelmingly based on their medical content accuracy – on the correctness or appropriateness of the systems' (diagnostic / treatment) advice2⁠,3⁠,4⁠,5⁠,6⁠,7⁠. By the turn of the century, that argument had been convincingly made; it does at least seem clear that CDS systems c⁠an encode enough knowledge to be useful8⁠,9⁠. Nevertheless, problems associated with content accuracy – or “content problems” – are still quite common10⁠,11⁠⁠; what can be done in theory may not be done in practice.


Content problems can correspond to deficiencies in the CDS system's knowledge-base, or to errors in the way that knowledge is used; in both cases, the result is bad (or perhaps just not very good) advice. Problems like this were partly responsible for the demise of the Quick Medical Reference (QMR)12⁠,13⁠, which was first commercialised during the 1980's but has not been maintained since 2001. The QMR was a CDS system that could produce diagnostic advice given access to patient data – but a study conducted during 1995/6 found that the system was accurate in only 36%-40% of cases12⁠. Even when the cases were restricted to those that the system should have “known” about (i.e. in which the correct diagnosis was present in the QMR knowledge base) accuracy rates only improved slightly (to 41%-45%)12⁠. Content problems like this impose a definite burden on CDS system users, since high levels of clinical skill and knowledge are required to filter out bad advice; this is precisely the opposite of the effect that CDS systems are supposed to have.

The system must be maintained and easily updated

Content problems can also arise because medical best practice is dynamic; effective CDS systems must be carefully maintained to keep pace with that change. Even the best CDS system can be completely undermined by the suspicion that maintenance has been poor14⁠. Centralised, provider-centric maintenance models will naturally pose ever-more complex maintenance problems as the clinical breadth of a CDS service increases15⁠; this is one justification for the shift to a knowledge market introduced in the last two chapters. In practice, effective CDS services may depend on a distributed maintenance model, in which particular health centres and other sources of medical knowledge use custom tools to take responsibility for (and control of) CDS knowledge content15⁠.

The system must be usable by front line staff

User involvement can also be the key factor that determines a CDS system's usability, which is at least as critical as accuracy in determining its success. Computerised Physician Order Entry (CPOE) systems, in particular, have been plagued by usability problems, with users deluged by an avalanche of unnecessary alerts and reminders16⁠,17⁠. The natural responses are either to turn the offending functions off or to learn to ignore them17⁠; both will undermine any benefits that might have been gained. More broadly, the design of a CDS system's user interface can have a profound effect on the usefulness of the system as a whole; cumbersome, or otherwise inflexible interfaces can even introduce new errors into the care delivery process10⁠,11⁠. Most principles of CDS system usability are generic to HIT as a whole18⁠; one important exception concerns the style of their outputs, which (like our own demonstrators in chapter 3 and 5) appear to be more effective when presented as advice (e.g. recommended treatments, as in our demonstrator systems), than as more neutral assessments of a patient's condition (e.g. candidate diagnoses)9⁠. Another principle worth emphasising is the integration of new CDS systems into the IT infrastructure that clinicians already use9⁠. We discussed some of the foundations of technical interoperability, like common communication protocols, in chapters 2 and 3. Without it, CDS systems can be unnecessarily cumbersome to use – imposing onerous burdens like double data entry on users who are already pressed for time.

The system must not require extensive training

More broadly still, concerns about usability can be extended to include the training burden that CDS systems impose. Training is critical because poor levels of expertise can mask a CDS system's benefits (e.g. because users cannot benefit from functions that they do not use) while amplifying its costs (e.g. by adding unnecessarily to the time it takes to perform particular tasks); clinicians will often be far too busy to devote much time to training, so any remotely practical system will need to be easy to learn19⁠. Clinicians' first-use experiences have also been identified as exerting a defining influence on their attitudes toward CDS systems, which in turn affects the probability that they will be adopted18⁠. That need also extends to systems designed to enable the customer-driven maintenance of knowledge content that we mentioned previously; though useful in theory, these systems also impose definite requirements at the level of organisational competence (the skills and knowledge available in a health centre's staff), which most health centres will need training to meet15⁠,20⁠. CDS systems are usually designed by researchers associated with large, academic health centres; success at these centres can be difficult to generalise to the health service as a whole21⁠.

The system must fit the clinical and organisational context

Another, related pitfall associated with user involvement in CDS systems design is that the results can become over-specialised to those users – imposing unnecessary and unwanted constraints at the level of clinical work-flow22⁠. This organisational dimension is important because it is so easy to miss until a relatively late stage in a CDS systems' deployment. In some cases, work-flow constraints may be well motivated – for example, by patient safety concerns23⁠ – but all too often, the impacts of new technology on workflows can be both unnecessary and potentially harmful24⁠. If the cost of deploying CDS is that health centres must completely redesign their clinical work-flows, few will choose to deploy it. At the same time, many of the most compelling benefits of CDS systems are pitched at the level of organisations and care pathways25⁠,26⁠; this dimension presents at least as many opportunities as it does risks.

The system must provide clinical benefit and have the confidence of front line staff

In some respects, the most significant consequence of the problems discussed so far is the damage they can do to clinicians' confidence in both particular CDS systems and in the technology as a whole. Clinician resistance is already a well-known obstacle in the field14⁠,27⁠,28⁠,29⁠, and anecdotal horror stories involving CDS10⁠ only serve to increase it. When users are resistant to a system, their commitment to training may be suspect, resulting in poor levels of expertise that reinforce preconceived objections. And even if they can use these systems effectively, there is no guarantee that they will; in some cases at least, CDS systems have failed not because of overt content or usability problems, but because users simply ignored their advice,30⁠.


When their attitudes are positive, clinicians can also drive the adoption of CDS31⁠ – so anything that improves those attitudes can also be an important success factor for these tools. Perhaps more than anything else, the factor that drives them is evidence of clinical benefit32⁠. The problem here is that CDS systems are paradigmatic examples of what the Medical Research Council calls “complex interventions”; they have multiple interacting components, can impose numerous impacts on the behaviour of healthcare staff, are targeted at multiple groups (e.g. pharmacists, surgeons, nurses, and patients) and organisation levels, have complex and variable sets of outcomes, and can be extensively tailored to particular health centres33⁠. That complexity makes it difficult to generalise evidence that a particular CDS system improved patient outcomes in a particular health centre to the health system as a whole. It is not enough to know that particular systems can improve patient outcomes; to be confident that the benefits can be enjoyed across different health systems centres, we have to understand why that benefit is obtained.

The system must be safe and acceptable to patients

Further, CDS technology raises two broader issues that successful systems need to address. The first is safety – and the legal and ethical issues that surround it34⁠,35⁠,36⁠,37⁠⁠. If a CDS system offers poor advice, and a clinician follows it to the detriment of a patient's health, who is to blame? Conversely, if a clinician ignores advice that might have saved a life, who is responsible? At the time of writing, we know of no case law that speaks directly to these questions. But the preferred approach to navigating these issues, with standard disclaimers eschewing all liability for system designers, may not stand much real scrutiny37⁠. Though clinicians will always have the last say, we suggest that it makes a great deal of sense to allow – perhaps even encourage – greater rather than lesser reliance on CDS systems; after all, the whole point of the technology is to provide much needed support. Ever-greater reliance on these systems can, of course, raise problems of its own – including concerns about the potential for a “de-skilling” effect in the long term35⁠ – but in the right hands, the benefits of these systems should far outweigh those risks.

The system must be cost effective

Finally, the tension between levels of support and safety raises the issue of costs. At present, CDS systems are overwhelmingly developed under government funding at academic research centres, which makes their true costs and risks difficult to judge38⁠. The same can be said of the costs that CDS technology is supposed to address; we mentioned some of these in chapter 1, but systematic estimations (e.g. of the costs associated with particular kinds of medical error) are still very difficult to make39⁠. Both are needed to calculate a Return On Investment (ROI) for these tools40⁠, which is itself a key component of the procurement process; without it, CDS will struggle to emerge into routine clinical practice. 

The Evaluation of CDS

All of the key criteria for successful CDS systems can be met; the challenge is to ensure that they are actually met. To begin to meet that challenge, we need to associate the criteria with something that CDS system designers (and their customers) can actually use. In the material that follows, we review the literature on CDS system evaluation, and attempt to draw the lessons learned into a coherent, practical proposal of our own.


A considerable number of evaluation frameworks for CDS and broader health information systems have been developed and articulated. These frameworks can seem to share little common ground41⁠,42⁠. Faced with a profusion of studies that use everything from questionnaires19⁠, interviews43⁠, and focus groups1⁠,44⁠, through records reviews30⁠ and simulation45⁠,46⁠, to full-blown Randomised Controlled Trials (RCTs)47⁠,48⁠, it is tempting to conclude that the field is fractured beyond repair. But armed with a sense of the multi-dimensional impact that this technology can have, that variation starts to look much more legitimate.  We have seen in the previous section that CDS systems need to assessed on a number of different dimensions; many of the studies and many of the frameworks focus on different dimensions of the assessment problem, and furthermore, on different time points in the evolution and testing of a product.  Some studies, for instance, are concerned with the evaluation of a CDS in its earliest stages where considerations of accuracy, reliability and ease of use dominate; other studies address the issues that arise once the technology has been thoroughly tested, but not yet embedded in clinical practice.


While evaluation frameworks vary considerable in form and content, they do however all share a common set of underlying questions which provide a valuable template for our discussion.  The five basic issues that evaluation frameworks address are (or should be) why, who, what, when, and how49⁠. 

Why do we need to evaluate this system?

The answer to the first question – why – has already been discussed: knowing the targets that successful CDS systems must meet, we want to make sure that they do actually meet them. That assertion commits us to formative evaluation: to assessment activities that are supposed to help CDS system designers to build better systems50⁠,51⁠. But given the dependence of clinicians' attitudes on evidence of clinical impact (also mentioned previously), we need to include some more outcomes-focussed (or summative) assessments as well52⁠. This commitment to a combination of formative and summative assessments is explicit in many of the more popular HIS evaluation frameworks, including the social interactionist 4 C's model50⁠, the Human-Organisation-Technology fit (HOT-fit) model53⁠, and the Project Review and Objective Evaluation (PROBE) system54⁠.


The focus on “why” also explains some of the variance that we see in CDS system evaluation studies. Our current goal is to promote the emergence of better CDS systems, and the adoption of good ones, but many evaluation studies are carried out for quite different reasons, such as to answer specific questions about patterns of use11⁠,18⁠,30⁠, or to determine the cost implications of mature systems that have already been deployed40⁠. As CDS technology enters the mainstream of healthcare, we also expect the market in CDS systems to emphasise methods that can be used to compare two (or more) systems; much of the material that follows should be relevant to these different problems, but we will not try to solve them directly here.

Who is the audience for this evaluation?

The second question – who – is clearly related to the first; to a large extent, the motivation that drives CDS system evaluation is defined by a system's stakeholders. Stakeholders include everyone who may have a stake in the successful deployment of a CDS system – and the decision-makers that summative studies are designed to convince. Recently, Canada's Federal department of Health has produced a report that divides HIS stakeholders into five groups; funders, health system administration, other health-related agencies, user groups, and academic institutions49⁠. Their particular focus was the deployment of Electronic Health Records (EHR) across the Canadian health system; in Box 1, we adapt their list to CDS technology in the UK.


Different stakeholders will naturally emphasise different CDS system success factors; user groups might be primarily concerned with content accuracy and usability, while health managers might focus on more systemic factors like costs, maintenance, and safety. Given the right opportunities, stakeholders can therefore help us to cut through the maze of choices that CDS system evaluations require. One hallmark of innovations is that, initially at least, many of their stakeholders may not even know exactly what they need to know; some researchers have responded by proposing evaluation programmes that emphasise learning and development for all of the stakeholders in CDS systems (and not just for its designers)55⁠.

	Box 1: Potential stakeholders for CDS systems

	Group
	Stakeholders

	Funders
	Department of Health, local government authorities, health centre finance / procurement staff, private sector / IT companies

	Health System Administration
	Health centre CEOs / Finance Directors, IT managers, medical /  nursing administrators, managers of other clinical departments impacted by the system

	Other Health-Related Agencies
	National Institute of Clinical Excellence (NICE), Information Standards Board, Connecting for Health (CfH), National Patient Safety Agency (NPSA)

	User Groups
	physicians, nurses, pharmacists, laboratory technicians, IT support personnel, patients

	Academic Institutions
	National Institute of Health Research (NIHR), Research Councils (EPSRC, ESRC, MRC), University departments (business, economics, nursing, medicine, pharmacy, computer science, psychology, sociology...)


What are the criteria of evaluation?

The third question – what – is directly addressed by our list of success factors; since these are the factors that distinguish better (or more successful) CDS systems from worse (or less successful) CDS systems, these are the factors that should be evaluated. Cornford's celebrated work on the evaluation of Health Information Systems (HIS)56⁠,57⁠ provides a clear illustration of the natural correspondence between the success factors and the proposed dimensions for CDS systems' assessment. Cornford's framework is best summarised as a simple matrix, which organises the relevant dimensions of evaluation in an intuitive way. One axis of the matrix (structure, process, and outcome) reflects earlier work on the evaluation of quality of care58⁠, while the second encourages evaluation from three different perspectives (the technology used, the people involved, and the institutional setting). In combination, these two dimensions define nine cells, or nine foci for evaluation – and each of our success factors can find a natural home in one of those cells. This correspondence is illustrated below in Box 2.

Box 2: Adapted from Cornford et al.6; the matrix with brief descriptions of the scope of each cell. The success factors identified previously are included, in bold, in cells most relevant to them.

	
	System Functions
	Human Perspectives
	Organisational Context

	Structure
	Technical detail

[interoperability; safety]
	Changed work conditions and implied requirements

[clinician attitudes]
	Sustainability, opportunity costs, management needs, skill requirements

[maintenance; organisational competence]

	Process
	Correct / valid information processing

[content accuracy]
	Human participation in tasks; social interactions

[usability / user interface; training]
	Altered deliver and practice

[“fit” to work-flows]

	Outcome
	Relevant, applicable, reliable

[recommended treatments vs. candidate diagnoses]
	Quality of service; outcomes

[clinical impact]
	Effect in the world

[safety (legal / ethical) concerns; cost / benefit]


A number of similar frameworks have been developed covering similar conceptual ground. For instance, Kaplan and colleagues “4 C's” framework (the 4 C's stand for Communication, Care, Control, and Context59⁠), share with Cornford and others, the  common assumption that technical, user-centred, and organisational factors must all be considered together when assessing the impact of HIS / CDS systems. Given that distinction between perspectives, we can recast Kaplan and colleagues' 4 C's as a framework with 12 cells (4 C's * 3 perspectives) – and just like Cornford's matrix, these cells can be natural homes for the success factors that we have already discussed. The same is true of the evaluation dimensions defined by several other popular frameworks, including the recently proposed Human Organisation Technology Fit system53⁠; appendix A illustrates the point with a table that lists eight of these frameworks and their evaluation dimensions. In other words, though the “what” that these evaluation frameworks define may not look exactly like our list of success factors, they can often be interpreted as offering different ways to organise those factors in a conceptually satisfying way. Some structures may be more useful than others, but the factors themselves matter far more than the way we choose to organise them.


Some frameworks have a deliberately narrower scope. Two examples are the cognitive evaluation approaches favoured by Kushniruk and colleagues60⁠, and the IT Adoption Model (ITAM)61⁠, which both emphasise assessment at the level of users and user interaction. By contrast, Anderson's social network analysis focusses directly on clinicians' attitudes and the flow of information between them62⁠. This kind of emphasis implies a strong position on the most important barriers to adoption that CDS systems face – but though they are certainly defensible, we prefer to think of these narrower proposals as potential components of frameworks with broader scope.

When should each stage of the evaluation be carried out?

To some extent, the fourth question – when – is also determined by our success factors; some factors (like clinician attitudes) may be measurable even before evaluation programmes have access to a working prototype, while others (such as costs) may be difficult to establish without first deploying a system on a reasonably large scale. In general, formative evaluation emphasises assessments that happen earlier in a CDS system's development life cycle – since changes are often easier to make at those earlier stages63⁠. Several evaluation frameworks have been proposed that make this dependence explicit by associating different assessment activities with each stage of the System Development Life Cycle (SDLC)⁠.


Different frameworks define this temporal dimension in different ways. Grant and colleagues' Total Evaluation and Acceptance Method (TEAM), is represented as a 3-dimensional matrix63⁠. The first two dimensions of the framework define a matrix that covers much of the same conceptual ground as the methods in Box 2. The third dimension is time, divided into four phases: (a) design, prototyping and testing of the functional system and its components, (b) evaluating prototypes of the integrated system at designated sites, (c) evaluation after a period of mature use, and (d) continuing periodic evaluation. Stead and colleagues' Development Evaluation matrix includes 5 phases of evaluation – specification, component development, combination of components into a system, integration of a system into an environment, and routine use64⁠. CDS systems can also be seen in the context of  the Medical Research Council (MRC) framework for the evaluation of complex interventions65⁠,66⁠. This framework also has five phases – theory, modelling, exploratory trial, definitive RCT, and long term implementation – but because its scope is complex interventions in general (of which CDS systems are just one example), this framework also says nothing specific about evaluation dimensions (see Figure 1).
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methodology used need to be communicable between the parties that are involved. The terminology
must be well adapted to manage the development process [31] and to enable successful communi-
cation between the different stakeholders [32].

4. Dynamics aspects of information system development and implantation

Evaluation of information systems has been divided into development (formative) and post-
development (summative) [33]. This is a practical distinction when providing a commercial product
but worth exploring: in the development phase of a complex system, when does development evalu-
ation become post-development? For example, when an information system is being installed, some
of its modules are more or less complete and others are clearly in a development phase.

This suggests that an emphasis on summative evaluation, as can be the case in other technology
areas such as evaluation of a new pharmaceutical preparation, would be a misguided approach to
information system evaluation (Fig. 2). To emphasise this point, a comparison is made here between
the implantation of an information system and the clinical trial of a new drug (Fig. 3). A new drug
may not change from the first laboratory trial to eventual release for general prescription despite





Figure 1: The original MRC Framework for evaluating complex interventions – specifying five phases for evaluation studies.


Like the frameworks in Box 3 (appendix A), these proposals can all be interpreted as different ways of articulating the same general intuition that evaluation can and should occur throughout the different stages of the SDLC. And just as in our discussion of “what”, the variations and apparent differences between frameworks are less stark than they might seem. As before, some frameworks have a narrower scope that others; for example, Kaplan and colleagues' 4C's framework emphasises the evaluation of prototypes and integrated systems over software modules. However, as before, we interpret that focus as implying a strong position on barriers to adoption (i.e. on the phases of the SLDC at which key barriers start to emerge), so we prefer to think of these narrower proposals as potential components of frameworks with broader scope.

How will the evaluation be carried out?

Only comparatively few HIS evaluation frameworks have much to say at this methodological level of detail. The AHIC guidelines are by far the most detailed, associating each of their evaluation dimensions with a range of methodological options, and weighing each in relation to the others67⁠. For example, the heading “clinical impact” is associated with a discussion of records reviews, before-and-after studies, and full-blown RCTs of various sorts, while the heading “usability” includes everything from cognitive and heuristic evaluation, through interview and focus group studies, to direct observation and log analysis. In general, preferences for different methodological options represent preferences for a specific trade-off between the resources they require and the strength of the evidence they can provide.


The AHIC guidelines advocate a pragmatic approach to managing this trade-off (e.g. “the overall scope of your evaluation will also depend on factors of time and resources.”67⁠), which is consistent with comments by Grant and colleagues63⁠, by Moehr68⁠, and by Heathfield55⁠, among others. As mentioned previously, CDS systems are not drugs55⁠ – partly because, unlike drugs, CDS systems actually change as they ascend the various SDLC phases63⁠ – so CDS system evaluation studies that attempt to emulate drug trials may actually be misleading. And like evaluation dimensions, choices concerning evaluation methodologies should benefit from stakeholder input – particularly those who control the budget for an evaluation, and those who it is designed to convince.


Kaplan and colleagues,22,⁠,50⁠,2259⁠, among others, also emphasise that evaluation studies should be modifiable; it should be possible to change the “how” (as well as the “what”, and the “when”, and perhaps even the “who” and the “why”) – based on their early results. Like CDS systems themselves, changes to CDS system evaluation programmes will naturally be easier to make at earlier rather than later stages; since so much of their design depends on the requirements that stakeholders impose, it is vital to engage those stakeholders effectively. A call for modifiability also reflects the inescapable risk that evaluation studies will highlight important problems. In some cases – perhaps many – it will be important to feed evaluation results back into the design process before re-running evaluation studies to confirm that problems have been fixed (see Figure 2).
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Figure 2: Re-printed from Grant et al.63⁠; an illustration of the iterative structure of effective (formative and summative) HIS evaluation studies. If they are positive, particular phases of evaluation can justify moving “up” the scale to the next phase. If they are negative, evaluation studies can provide the feedback necessary to drive changes in the structure of the underlying system, which can then be re-evaluated.


Finally, some commentators highlight the problems that can arise when CDS system designers are responsible for evaluating their own systems, since that double role appears to be a source of significant bias69⁠,70⁠. In the early stages of the SLDC, and particularly during a rapid prototyping phase, this duality may be unavoidable. But for truly reliable evaluation data, it seems necessary to erect some sort of “Chinese wall” between a CDS system's designers and the people who manage its evaluation.
Evaluation vs. Adoption

As a final note, we should emphasise that some of the key, reported barriers to the adoption of CDS systems appear to have rather little to do with the systems themselves1⁠. The benefits of CDS technology cannot be enjoyed until CDS systems are actually deployed; adoption is a key metric of success in the field. But while evaluation can drive adoption – by encouraging the design of better CDS systems, and by supplying the evidence that managers and clinicians need – it cannot completely control it. In some cases, evaluation and adoption can even be opposed71⁠. As we have seen, the “gold standard” for evaluating CDS systems (i.e. the approach that can generate the strongest evidence) is the large cluster, longitudinal RCT with patient mortality and morbidity as the key measures – an expensive, cumbersome process that might take years to complete55⁠,71⁠. That mismatch between CDS technology development and evaluation time-lines raises the possibility that evaluation data might be out of date before they are even complete. When we add the likely requirement for updates at the level of the knowledge base – reflecting the pace of medical research – the situation starts to look very challenging indeed; must we re-run these all-encompassing evaluation studies every time those changes are made? 

Evolving and improving CDS systems should be ever-more likely to be adopted, but adoption also depends on factors that may have very little to do with the technology itself. One of the simplest examples of this kind of factor is what the influential Diffusion of Innovation model calls slack resources, which refers to the flexibility that health centres have to devote to innovations72⁠. One example of a slack resource is the time that staff have to devote to training; over-stretched staff may struggle with systems that require too much training, so may fail to get the available benefit from them. And though CDS systems should pay for themselves in the long run, under-funded health managers will be naturally suspicious of the initial investment they require. The adoption of innovations is also well-known to depend on “champions” – members of the user / customer community who will devote time and energy to advancing the cause72⁠. By associating innovations with supporters in a target organisation, that dependence also adds a political dimension to the process, which may not accurately reflect the details of the innovation itself.

An Evaluation Framework for CDS

We have used five questions – who, why, what, when, and how – as a lens through which to understand the evaluation frameworks that might be applied to CDS systems. Though there is great variation in the details of different frameworks, their authors' answers to each question are largely consistent. The central messages are:

· WHO: Stakeholders can include funders, health system administration, other health agencies, user groups, and academic institutions

· WHY: Defined partly by stakeholders, evaluation can be (and at present, probably should be) used to encourage the emergence of better CDS systems

· WHAT: Evaluation studies should be multi-dimensional, reflecting the diversity of success factors for CDS systems – but pride of place must still go to assessments of their clinical impact. The conceptual structure that we choose to impose on CDS system success factors is less important than the factors themselves.
· WHEN: Evaluation studies should take place throughout the SLDC; the relevant stages are specification / component development, prototype use, mature system use, and long term use (following the TEAM framework8). The earlier that problems are found, the easier it usually is to resolve them, so dimensions should be assessed early where possible and progress to later phases of development (and evaluation) should only occur when earlier stages have been properly – and positively – assessed

· HOW: There may be multiple methods available for evaluating each dimension of a CDS system; these methods form a spectrum that trades ease of use against the strength of the evidence that they can provide. Choices among these methods should be made pragmatically – aiming for the most rigorous options and the most convincing evidence that are practical given the local context


Following the approach used by others in the literature, we can represent our proposed evaluation logic with a matrix (see Box 4). Our matrix is quite closely analogous to Cornford's variant, with the exception that it uses just one dimension for the “what” (essentially a list of success factors), and reserves the second dimension for “when”. The matrix leaves space for particular methods (drawn mainly from the AHIC and Health Canada guidelines), and the intuition behind it is that CDS system evaluators should fill each cell with a particular method. Recognising that different methods represent different trade-offs between the strength of the evidence a method can yield and the resources required to use it, we also propose that each choice at this level should be given some explicit justification. Justifications should ideally refer to the practicalities of the local context, which may rule out certain larger-scale (and perhaps more cumbersome) methods, or constrain choices about the personnel who are employed to actually run particular evaluation studies.
	WHAT
	
	WHEN
	
	

	
	COMPONENTS
	PROTOTYPE
	MATURE SYSTEM
	LONG TERM USE

	Usability
	Surveys
	Cognitive evaluation
	Performance testing
	Help desk analysis

	Accuracy / Maintenance
	Interviews
	Clinical test cases
	Records review
	Records review

	User Acceptance
	Interviews
	Focus groups
	Log analysis
	Log analysis

	Safety
	HAZOP / HAZROP
	Interview; Survey
	Software verification
	Records review

	Interoperability
	Workshop
	Interview
	3rd party verification
	3rd party verification

	Organisational Competence 
	Interview; Survey
	Simulation
	Training observation
	Records review

	Work-Flow Impact
	Process mapping
	Observation
	Interviews
	Log analysis

	Costs
	ROI analysis
	Time and motion  study
	Records review
	Records review

	Clinical Impact
	Records review
	Simulation
	RCT
	Longitudinal study


Box X: A What/When matrix, filled with example methods (How) – and references to detailed descriptions of each method. Following the recommendations of Stead and colleagues64⁠, we suggest that all of these boxes should be filled, and that each choice should be explicitly justified by reference to its alternatives and the local context of the evaluation study.


The distinction between evaluation and adoption highlights the social and political context of CDS system evaluation studies. Perhaps more than anything else, the goal must be to convince – to instil in clinicians, managers, patients, decision-makers and other stakeholders the enthusiasm that we (and many others) feel this technology justifies. Part of that process depends on making the case that the technology's promised benefits are achievable not in some nebulous future, but now – if we only decide to take them. The next chapter attempts exactly that – describing a practical route toward the routine deployment of safe, scalable CDS systems that, if followed, could yield nationwide benefits in less than then ten years.

Appendix A

Box X: Dimensions specified by 9 different HIS evaluation frameworks53⁠,59⁠,73⁠,54⁠,67⁠,74⁠,75⁠,76⁠,77⁠. To illustrate the similarity of the conceptual ground that they cover, we assign three of our CDS system success factors to particular dimensions in each framework. Dimensions written in bold indicate an association with the factor “content accuracy”, dimensions written in italics are associated with the success factor “clinician attitudes”, and underlined dimensions are associated with the success factor “clinical impact”.

	Framework
	Evaluation Dimensions

	HOT-fit
	system quality, info quality, service quality, use, user satisfaction, organisation structure, organisation environment, net benefits

	4 C's
	communication, care [organisation], control [technical], 

context [user]

	Health Technology Assessment
	population at risk, population impact, economic, social context,

technology details

	PROBE
	utility, feasibility, propriety, accuracy

	AHIC Evaluation Guidelines
	clinical impact, work practices, requirements, technical,

user acceptance, usability, interoperability

	CHEATS
	clinical, human and organizational, educational, administrative, technical, social

	5-step Evaluation
	general conception, preparation of the machine, execution of the programme, output of the programme, general impact

	MEM
	point-of-care clinical systems, staff attitudes, perception, organisation, work practices, communication

	Evaluation for Knowledge-Based Systems in Medicine
	technical verification, functions completeness and correctness, functionality, transferability, stakeholders, HCI, patient care, health care service, organisation structure, social, legal
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