Chapter 1





Motivation and Opportunity

Knowledge is the enemy of disease; the application of what we know will have a bigger impact than any drug or technology likely to be introduced in the next decade.

Sir Muir Gray, 20081

Many science-based fields are facing a “knowledge crisis”, in that knowledge is expanding explosively while economic resources and the human capacity to apply it remain finite. Medicine is perhaps the most prominent example; the field is the focus of a vast and productive research effort, but new tools and techniques are not always either quickly disseminated or effectively used. In the last thirty years, pioneering clinicians and computer scientists have developed remarkable information technologies that could hold the key to managing that ever-growing complexity. Inspired by that commitment, research on computerised Clinical Decision Support (CDS) systems has blossomed into a global movement, with applications in most areas of medicine. Within the next decade, tools based on this technology can be ready for routine, industry-driven deployment throughout the health service. This report presents our vision for how that goal might be achieved.  In this chapter we first set out some of the principal arguments for the use of information technology to support clinical decisions and work-flow, before providing an overview of our approach to clinical decision support which acts as an introduction to the report.

An Urgent Need: the case for information technology

Given that information technology is an ever present feature of modern life it might hardly seem necessary to make a case for its use in medicine.  It is, in any case, already present in numerous medical technologies and applications.  However, the use of clinical decision support is not widespread and the necessity for developing it is not widely understood.  Many reasons could be advanced for increased decision support2 but here we will focus on two of the most persuasive arguments:  the evidence that healthcare is not safe and the knowledge explosion in healthcare.

The Safety of Healthcare

Though healthcare brings enormous benefits to us all, there is compelling evidence that errors are common and patients are frequently harmed. The scale of this harm can be hard to comprehend. It is made up, world wide, of hundreds of thousands of individual tragedies every year in which patients are traumatised, suffer unnecessary pain, are left disabled or die. Many more people have their care interrupted or delayed by minor errors and problems which lead only to inconvenience, discomfort and perhaps some additional treatment or time in hospital. These incidents are not as serious for patients but are a massive and relentless drain on scarce healthcare resources. 


In the USA, these points were emphatically made by two reports published by the Institute of Medicine (IoM). The first, entitled “To Err is Human”3, extrapolated from data collected at two hospitals, to conclude that medical errors kill between 44,000 and 98,000 people a year across the country. These staggering figures make medical error a more prevalent cause of death than road accidents, breast cancer, and HIV/AIDS – and they may be under-estimates, as they do not include those who die outside of hospitals but as a direct result of medical error. The IoM's second report, called “Crossing the Quality Chasm”4, demonstrated that error-related deaths are the just one dimension of a problem that is certainly much broader – highlighting an enormous gap between the care that patients routinely receive and best practice in healthcare delivery. Even in wealthy countries, patients routinely fail to be treated as effectively as contemporary medical art should allow. Five years later, after seven high-profile congressional hearings and despite the introduction of at least five bills on the subject of medical error, the American health system's progress was judged to have been “frustratingly slow”5. In 2006, the IoM estimated that 1.5 million medication errors – cited as a “substantial source of medical error in hospitals” in their earlier report1 – were still being made every year across the country. And earlier this year (2009), the influential Consumers Union concluded that “...we have no reliable evidence that we are better off today.”6


Analogous figures for the United Kingdom are no more encouraging. The Department of Health (DoH) estimates that 1 in 10 patients admitted to National Health Service (NHS) hospitals are unintentionally harmed7,8, and around half of those incidents are thought to be preventable8. National Health Service data for the year to January 2009 record 15.8 million acute hospital admissions in England alone9; the implication is that there may have been 790,000 cases of avoidable medical harm during the same period. As in the USA, the standard of care in British hospitals can also be very variable. In breast cancer care, for example, there appears to be an international consensus on best practice (the right combination of surgery, radiotherapy, and drugs to treat different forms of the disease), but studies suggest that the specialist centres are still between three and seven times more effective in this area than general medical centres2. One cause of this astonishing variation is undoubtedly the different levels of experience of the clinicians in each case; generalists may see only a few cancer patients a year, while specialists could see hundreds. Another reason is the slow process by which new knowledge is disseminated. Twenty years after it was shown that, in some circumstances, a “lumpectomy” to remove a limited amount of tissue from the breast was as effective as the radical mastectomy (which removes the whole breast), some surgeons were still routinely using the radical procedure2.


Many of the most immediate consequences of avoidable medical harm – such as prolonged hospital stays, increased re-admission rates, and requirements for extra treatment – are felt both by patients and by the health system itself. In the USA, for example, it is estimated that thirty to forty cents in every dollar spent on healthcare, or more than $500 billion a year, are wasted on system failures, unnecessary repetition, poor communication, and inefficiency10. Preventable medical errors account for as much as $29 billion per year in extra costs3, with $3.5 billion per year for error-driven adverse drug events alone4. In the UK, the cost to the NHS of patient safety incidents is estimated at £2 billion per year in extra bed-days, with a further £1 billion added by hospital-acquired infections11. In 2003-4, the cost to the DoH in settled claims for clinical negligence was £423 million11, and provisions for outstanding claims at the end of that year were in excess of £2 billion11. Figures from other EU countries paint a similar picture; the financial burden of avoidable medical harm on health systems can be dramatic11.


The secondary impacts of medical error are more difficult to measure, but may be even more costly. In 2007, the average British worker took 7 sick days, at a cost of more than £13 billion in lost productivity and increased staffing costs12. Once benefit costs, additional health costs, and forgone taxes are taken into account, that figure rises to as much as £100 billion a year – the equivalent of the entire GDP of Portugal, and more than the total budget of the NHS13. As yet, there are no reliable figures for the proportion of these costs that might be attributed to medical error – but we can estimate it by extrapolating from figures for the USA, which associate avoidable medical harm with more than 66 million sick days per year14. Following the assumption that Britain's rates are similar per head of population, we can associate avoidable medical harm with ~13 million sick days per year in the UK15. That figure is just over 7.5% of the estimated total for 2007 (172 million12), so corresponds to a predicted cost of £980 million in lost productivity and increased staffing costs, and £7.5 billion once benefit costs, additional health costs, and forgone taxes are taken into account.


The human cost that lurks behind these numbers is substantial. When patients are harmed by the people they trusted to help them, the sudden loss of confidence in a previously trusted safety net can be devastating; symptoms of stress and depression are a common result, and their impact can last a lifetime. Clinicians, too, are far from immune to this psychological damage; for many clinical residents, the preventable death of a patient will be the single most important event in their rotation16. And more broadly, a recognition of health system's fallibility can significantly undermine the public's confidence, both in their own doctors and in the health service as a whole17. By changing the way we interact with the those services, that lack of confidence can have a detrimental  effect on our health18. One illustration of the interaction between confidence and health is the popular suspicion that links the combined Measles, Mumps, and Rubella (MMR) vaccine to childhood autism, which is associated with a definite increase in cases of measles over the last ten years (from 177 in 1997 to 1370 in 200819).

The Knowledge Explosion in Medicine


The blistering pace of medical research has delivered treatments that might have awed an earlier age, but the cost of that power is complexity, which can tax even the most talented clinician; there is a sense in which medicine is now a humanly impossible task. The sheer quantity of medical information, even within a single specialty, is often beyond the power of one person to comprehend. For instance, more than 600 drugs require adjustment of doses for multiple levels of renal dysfunction; an easy task for a computer, but one which will inevitably be performed poorly by a person20.   As another example, as of November 2007 there were more than 30 drugs accredited for the treatment of HIV / AIDS21; particular treatments may involve several drugs at the same time, and require constant monitoring and adjustment. That kind of complexity naturally lends itself to errors.


The sheer quantity of medical information is staggering. In 2004, the National Library of Medicine indexed more than 575,000 articles from 4,800 journals22, and both numbers are increasing every year; it is clearly not possible to keep that volume of knowledge in one's head. Recently, even specialists have begun to feel the strain; in 2006, for example, there were more than 3,600 articles published in English language journals on the subject of cardiac treatment alone23. If clinicians devoted their entire 50 hour working week to reading, at the optimistic rate of 3 papers per hour, it would still take 24 weeks, or almost half a year, to read them all.  Small wonder, then, that this avalanche of information has generated its own field of data-mining research24. And even assuming that clinicians could absorb this information on their own, the risks of incomplete knowledge would still be very real. By 1998, for example, the discovery of new DNA sequences had already far out-paced the growth of MEDLINE's biology and genetics literature25. Many of these discoveries can only be found in specialist databases (such as GenBank), and never even make it into the mainstream literature.


Nor are new treatments the only source of information overload. The inception of the Connecting for Health programme in 2005 marked the dawn of a new emphasis on information technology and networked systems in the NHS – the vision of a future in which clinicians have access to enormous amounts of previously unavailable patient data at the point of care. Though certainly worth having, this avalanche of new information does carry risks if its intended users are given too little support. 


Clinicians, ideally, apply evidence based medicine in the resolution of clinical problems, evidence adapted to the needs and circumstances of the individual. Evidence-Based Medicine (EBM) is “the conscientious, explicit and judicious use of current best evidence in making decisions about the care of individual patients.”26 In his inaugural speech as President of the Royal Statistical Society in 1996, Adrian Smith praised EBM as a model to which all public policy should aspire27.  However, the reality is that evidence based medicine is, with the best will in the world, becoming an impossible ideal.  The evidence is too vast and even when summarised and converted into guidelines, the challenge of using those guidelines appropriately and adapting them to the needs of a particular patient is becoming ever more complex28. Add the fact that, as our population continues to age, the pressures on the health system will certainly increase (both because older people are more likely to need treatment and because an ageing population implies fewer tax-payers per patient), and you have a recipe for trouble. Clinicians are already over-burdened; ever-more strident calls to “work harder” and “be better” are simply not a realistic way to effect change.  Without technology, we will never be able to achieve the safe, high quality care that we aspire to.

A Revolution in the Making

Modern healthcare is hugely reliant on technology.  Most technology is aimed primarily at improving existing practice or developing new diagnostic techniques or treatments. For instance, the advent of PET, CAT, MRI and fMRI scanners allows unprecedented diagnostic access in ways that were unthinkable 20 years ago. Some technologies, particularly information technology, are directly targeted at the reduction of error and the improvement of safety.  For instance Bates and Gawande20 identify a number of ways in which information technology can reduce error: improving communication, making knowledge more readily accessible, prompting for key pieces of information (such as the dose of a drug), assisting with calculations, monitoring and checking in real time, and providing decision support.  


From modest roots in the early 1970's, research on medical information technology has blossomed into a global movement, with scores of applications designed specifically to support clinical roles. At the time of writing, there are hundreds of examples of Clinical Decision Support (CDS) systems either in use or in the prototype stage, driving several recent systematic reviews29,30,31. Clinical Decision Support (CDS) systems can be usefully deployed in most areas of medicine, addressing many of the most important causes of avoidable medical harm. Some reported benefits of CDS systems are included in Box 1.

	Box 1: Some Benefits of CDS Systems

	· Improved patient outcomes32,33,34

· Improved clinical decision-making35,36,37

· More efficient work-flow38,39,40

· More timely audit and reporting41,42

· Training benefits43,44

· Improved breadth of treatment provision45

· Improved dissemination of knowledge46,47
	· Better adherence to guidelines48,49,50

· Better surveillance and monitoring51,52

· Reduced medication error53

· Reduced costs54,55

· Improved patient satisfaction56,57

· Reduced waste (e.g. unneeded tests)58

· Improved patient risk assessment59,60



Broadly, CDS systems can be grouped into two “generations”; first generation systems are generally simpler and more mature than second generation systems. One popular example of first generation CDS is the Computerised Physician Order Entry (CPOE) system; in its simplest form, a CPOE system provides a largely passive, electronic medium for recording drug prescriptions that would otherwise be written with a pen and paper. Even in themselves, these systems can reduce certain errors61, but CPOE systems really begin to be CDS when they start to include a bit of extra “intelligence” – one popular example is the ability to integrate new orders with a patient's current drug regime to identify potential, adverse interactions61. A large, growing, and increasingly convincing body of evidence confirms that systems like this can dramatically reduce prescription errors61-65.


Second generation CDS systems are both technically more complex and – potentially at least – far more powerful. This group includes interactive guidelines for diagnosis66,67 and treatment57,68, as well as systems for the management and optimisation of clinical work-flows and care pathways50,51. The common theme here is knowledge; second generation CDS systems are particularly suited to clinical domains that emphasise timely, knowledge-intensive decision-making2. One of the best examples of a second generation CDS system is also the oldest – MYCIN, a software programme that could interpret patients symptoms to diagnose certain blood disorders69. During the last ten years, second generation CDS systems have been applied much more broadly – to everything from the diagnosis of infectious diseases70, through the management of chronic conditions like depression71, to the treatment of certain kinds of cancer72. We use risk assessment for breast cancer – or Triple Assessment – to demonstrate second generation CDS technology in chapter 4.


The second common theme of this technology – related to the first – is architectural; owing to the complexity of the knowledge that these systems must encode, it is often useful to keep that knowledge separate from the rest of the system (see Figure 1). This “knowledge-based” approach is useful because it distinguishes the maintenance of the knowledge behind a decision support system's advice from the maintenance of the system itself; this is useful when, as in medicine, the relevant knowledge can change rapidly.. The cost of the approach is a departure from what might be called “conventional” software engineering, which carries some risks. One of the goals of this report is to illustrate how those risks might be addressed.
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knowledge base will, in al likelihood, be unreadable by people, as it will be coded in an appropriate form understandable by the
inference engine. The developer of the EDSS, and/or the creator of the knowledge base, will have decided which representation to
use. The knowledge base creators, using one or more quality knowledge sources, such as guidelines, will source the knowledge held
‘within the knowledge base. The inference engine draws logical conclusions using one of several methods of reasoning (.g. Bayesian
networks, production rule systems), the knowledge base and any clinical data input into the system, to provide clinical
recommendations. In some cases the inference engine may directly interface with dinical data such as electronic patient records,
Iaboratory results or a drug database. Some EDSS may only deal with static content, which is to made available to the user in
relevant and timely manner to aid decision making.

Figure 1: A general model of an EDSS.
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The approach to evaluating the knowledge content of an EDSS focuses on the following areas: the quality of the knowledge source;
the accuracy of the conversion of the knowledge source by the developer into the knowledge base and inference engine; and the
quality and safety of the recommendations in the clinical context. The aim of this guideline is to raise awareness of many of the
important issues to consider when evaluating the knowledge content of an EDSS.

Quality of the knowledge source

To ensure that a reliable and valid knowledge source has been used for the development of the knowledge base the following
criteria should be confirmed:

The validity of the knowledge source has been established. For some time there has been growing concern about the variability
and quality of advice in the dlinical quidelines and protocols being developed. This has led to the establishment in many countries of
national guideline groups who take responsibility for developing clinical guidelines in that country. Although they have may have
different development methods, their guidelines were based on evidence from systematic reviews, and included ratings for the level
of evidence of specific recommendations. Depending on the rating scales used, levels of evidence range from Level I (strongest
evidence) - Systemic reviews of Randomised Controlled trials to Level V (weaker evidence) - consensus. See the following for further
information on these groups and the guidelines they produce:

National Health and Medical Research Council (NHMRC) at
http://www7.health.dov.au/nhmrc/publications/series.htm

@ Intemet [ Protected Mode: On

Ga v

#100%









Figure 1: Schematic structure of a knowledge-based Clinical Decision Support (CDS) system, with machine interpretable knowledge (such as treatment guidelines) separated from the engine that applies it. This diagram is re-printed from the Australian Health Informatics Commission's guidelines for the evaluation of CDS systems73.


Studies of the impact of prototype second-generation CDS systems have confirmed the intuition that they can dramatically improve the quality of care that patients receive, and dramatically reduce the cost of providing that care. Given what we now know about the prevalence and consequences of medical error, this technology should be a high priority for deployment throughout the NHS. Yet for all that work, and despite the urgent need that they can address, CDS systems have not been widely adopted in practice74. To make that step, we need a dedicated strategy for translating the field's promise into real, practical results.

Turning Promise into Practice

We believe that there is enough information available to substantially improve patient care but that, for many varied reasons, this information is not being used effectively.  Our group's grand challenge is to integrate the vast pool of existing information relevant to the care of any specific patient and deliver it in an effective and coordinated manner at the point of care, thus allowing us to achieve the levels of quality in patient care that are theoretically possible given the current state of medical knowledge.  Any solutions that help us progress towards this grand challenge must consider the representation, integration and coordination of existing information sources in order to improve delivery of patient-centred healthcare.  In the chapters that follow, we address the key dimensions of that change.

The Technical Landscape


In Chapter 2 we describe the technical landscape for CDS systems – the IT infrastructure that we expect the National Health Service (NHS) to have when CDS systems are introduced. That focus on expectation is necessary because the NHS is undergoing something of a revolution in this area, with upwards of £12 billion expected to have been spent by 2012 under the government's National Programme for IT (NPfIT)84. One of this programme's goals is standardise the IT infrastructure that clinicians use – replacing the ageing patchwork of 5,000 different computer systems spread across the country. CDS systems work best when they are integrated with whatever tools clinicians normally use41, so standardisation at that level brings the vision of widespread CDS deployment much closer to reality. 


The NPfIT will also provide some of the kinds of information that CDS systems can exploit, such as the National Care Record, which collects patient data together, and the Personal Demographics Service, which supplies anonymised chunks of that data to support both quality monitoring and epidemiological research. There are good reasons to believe that access to this information at the point of care can dramatically improve the quality of care that patients receive41. But the risk is that, without support, clinicians may struggle to put this avalanche of new data to good use. By providing that support, CDS systems can therefore amplify the benefits of the other infrastructure that the NPfIT will deploy.

The potential of clinical decision support


Chapter 3 illustrates the range of support that CDS might provide, starting with a survey of applications either in use or in the prototype stage. The survey reveals the enormous breadth of the term “CDS”, which is includes everything from simple software programmes that produce alerts and reminders, through medical calculators, order sets, and search engines, to context-sensitive info-buttons, decision engines, and smart care pathways. But despite its diversity, there are common themes that unite the field.


To illustrate them, we shift the focus to one of our own demonstrator systems – a client-server application called Tallis that is designed to support breast cancer risk assessment (Triple Assessment). The system highlights several key challenges in CDS research, from technical interoperability (with, for example, the systems mentioned in chapter 2), through usability and safety, to maintenance and costs. One key contribution of this work is to demonstrate that many of these broader issues, which are well-known barriers to the adoption of CDS85, can now be solved with quite conventional (and therefore, low risk) software-engineering methods. But the demonstrator system also highlights the main exception to this rule – the knowledge content that CDS systems require. The emphasis on knowledge is important because it highlights a subtle but ultimately critical risk that the CDS community must face. A conventional approach at the software level implies commitments at the knowledge level that should not be taken lightly – for example, that client applications access medical knowledge on servers in a central location, curated by a central authority.

From central control to distributed systems


In the short term at least, clinical decision support may develop on the basis that knowledge is controlled from a central location.  Health centres that adopt the technology first will have to curate their own knowledge services, or employ one of a limited pool of third parties to do so. But in the longer term, it should be possible to take a much more flexible approach. Chapter 4 describes a vision for that longer term – a progressive shift from centrally controlled knowledge services through flexible knowledge distribution, to a fully distributed market in knowledge services. Broadly, this shift is desirable because the clinical work-flows that CDS systems support are themselves distributed – complex webs of interacting staff and systems, which must be choreographed to best effect. By reproducing that kind of organisation directly in CDS systems, we increase the probability that those systems will “fit” with the institutions that use them. One other, more concrete benefit of this distributed approach is can help health centres to place the burden of knowledge management and maintenance with those best suited to carry it – the specialist professional bodies on whose approval that knowledge already depends.

Peer to peer architecture: achieving a distributed system


Chapter 5 demonstrates how the distribution might be achieved with a system based on peer to peer architecture; for the purpose of comparison, this second demonstrator is also focussed on Triple Assessment. The key contribution here is the illustration of a range of possible levels of distribution within a single technical framework. At one extreme, the system can be made to seem nearly indistinguishable from its more conventional, centralised partner. At the other extreme, the model illustrates full distribution, with efficient care pathways that emerge from the interaction between actors (surgeons, radiologists, pathologists, and the patients themselves), rather than being rigidly defined from above. The result is a framework for future-proofing CDS systems, which can meet today's organisational demands, but be seamlessly adjusted to accommodate change.

Implementation and evaluation


Finally, chapter 6 explores some of the most success factors for CDS systems. We start with a survey of the literature, which reveals some quite familiar factors – such as technical interoperability, usability, safety, and work-flow flexibility – and other rather more nebulous barriers, like costs and clinician resistance. Each of the success factors defines a target for CDS systems; the rest of the chapter outlines a set of guidelines to help new CDS prototypes meet them. No single set of rules and procedures can capture a field as broad and multi-faceted as CDS; rather than make the attempt, our goal is to forge a compromise between specificity and flexibility. The result is a series of heuristics, which associate particular stages of the CDS system life cycle with key success criteria and practical methods for assessing them. Armed with that scheme, CDS system designers – and their customers – can hope to avoid many of the most common pitfalls that have hampered the field in the past.

A vision for the future


People save people; information technology can only improve the chances of doing that better86. But the right technology, implemented judiciously, can dramatically improve those chances. CDS systems are a natural response to an urgent, clinical need with significant, economic weight; done right, the introduction of this technology can herald a revolution in the quality of care that patients receive. Our final chapter (7) describes a detailed, practical plan that charts how that vision might be made a reality within the next decade – realising the promise of this powerful technology.
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